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Introduction 

As the amount of data explodes rapidly, more and more enterprises are using Data Centers to make 

effective decisions and gain a competitive edge. Additionally, Data Centers and enterprises are being 

challenged to implement new technologies like solid-state storage (SSD) and produce results faster 

without increasing their budgets. Diverse workloads like big data, deep learning, and cloud computing 

add to this challenge. Moreover, a Data Center must be able to meet challenging 24 by 7 up time 

requirements and meet the demand of a constantly-changing application workload.  

System administrators and storage/IT architects need processes and easy-to-use tools to optimize and 

manage the array of available storage resources, whether in the Data Center or in concert with cloud 

computing environments. Consequently, it has become vitally important to understand workload 

behaviors in order to further improve the performance of data center computer systems.  Detailed 

knowledge of application workload characteristics can optimize performance of current and future 

systems. 

Challenges in the Data Center 

Understanding real-world application I/O workloads is easier said than done. This has traditionally been 

one of the most challenging obstacles to storage validation and performance. And, most organizations 

have little understanding how their applications interact with their storage infrastructure.    

Many organizations have tried to use internally-developed and/or third-party, load-generation tools to 

simulate production I/O workloads. In some cases, these basic, synthetic workloads are “good enough,” 

but they never give an accurate reproduction of real-world production workloads. 

Data Centers face several challenges related to understanding their workloads, such as: 

• The limited ability to proactively monitor, capture, and analyze production I/O workload 

problems when they are occurring in real time. 

• The lack of a deep analytics tools to analyze, assess, and tune application performance to fix the 

problem.   

• New flash-based SSD technology that behaves differently than mechanically-based legacy HDDs. 

• No method for Data Centers to share and replay these production I/O workloads with SSD 

suppliers to help improve the storage devices in a Data Center environment and help shorten 

their qualification cycle.   

• The difficulty in keeping up with new features and functionality since storage and SSD 

technology moves so quickly. 
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In response, Teledyne LeCroy OakGate has worked closely with its Data Center (and SSD) customers to 

deliver Analytics and Replay tools to identify, characterize and solve performance problems before they 

are deployed. 

Real-World Workload Characteristics 

Real-world workloads are a collection of constantly-changing I/O data streams generated by applications 
over time. Understanding the nature of real-world production workloads is crucial to designing and 
improving SSDs, since potential inefficiencies can aggregate over several thousand servers in a Data 
Center.  
 
Unlike synthetic workloads that have a single or few I/O streams, real-world workloads are comprised of 
a constantly changing combination of many I/O streams and demand intensity (number of users or 
queue depth) that occur when applications run on real-world servers. This frequent change of I/O 
stream combinations and queue depths greatly affects how Data Center SSDs and applications perform. 
 
Storage performance depends on the workloads that are applied to storage at the block I/O level by the 
application. Storage and Data Center professionals need to understand the I/O stream structure and 
intensity at specific levels in the software application stack.  This understanding enables them to validate 
software constructs to optimize the application and/or firmware to qualify storage systems and devices 
for use in Data Centers.  

Benefits of Utilizing Real-World Workloads 

For a Data Center, its performance modeling, workload analysis, and capacity planning are much more 

accurate with real-world I/O workload data. This is why real-world workloads are more beneficial than 

synthetic workloads in analyzing workload behavior to improve SSD products. 

Designing optimized systems requires a deep understanding of target workloads and mechanisms to 
effectively model different design choices. Traditional benchmarking is invalid in hyperscale data stores.  
Storage profiles are hard to obtain and replaying the entire application in all storage configurations is 
impractical. Additionally, current workload generators are not comprehensive enough to accurately 
reproduce key aspects of real application patterns. 
 
Because storage performance depends on the type of I/O streams generated to the storage system, it is 
important to understand the content of the real-world workload at specific software stack levels. 
Metrics such as I/O bandwidth, throughput, latency, queue depth, and LBA can help the Data Center 
professional evaluate the software application to help trouble-shoot, design, and qualify storage 
solutions for the Data Center. 
 
Consequently, real-world application workloads are becoming increasingly important to Data Center 
professionals because system performance depends, in large part, on the I/O stream content of 
application workloads. Capturing the unique characteristics of the workload on a production system and 
replaying them in a development or test environment has become vitally important.  
 
This replay capability enables the user to test a variety of system changes such as hardware/software 
migration, operating system/ database upgrade, patches, and database configuration changes - 
minimizing the system-related risks before deploying into production. 



 

Analyzing Real-World Data Center Production Workloads 4 
 

Analyzing Real-World Workloads 

Early on, Teledyne LeCroy OakGate recognized the need for real-world workload analytic tools. As such, 

the company has developed an innovative, patent-pending software suite called WorkloadIntelligence™ 

to visualize, analyze, and replay real-world production workloads.   

The WorkloadIntelligence™ Analytics application enables users to optimize their infrastructure and 

applications in high-performance, hyperscale environments through the analysis of imported workload 

traces (such as Linux block layer I/O traces).  

When operating the Analytics application, users can review and analyze I/O data and process identifiers 

(PIDs); evaluate advanced performance charts, which have detailed analytics and synchronization 

capabilities; and plot charts with an extensive selection of parameters for reads, writes, and trim I/Os. 

The Analytics dashboard (see Figure 1 below) enables the user to create canvases of built-in or custom 

high-performance charts of various parameters. These charts can represent a range of billions of data 

points to a single data point depending on the selected time range. This charting flexibility and depth 

provides an extraordinary insight into workload data never available before. 

 

 

Figure 1 – WorkloadIntelligenceTM Analytics Dashboard 
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Use Case: 

High-Latency Bursts within a Hyperscale Data Center Workload 

Issue 

This use case shows how our team analyzed and evaluated an unanticipated high-latency burst issue for 

a Hyperscale Data Center workload trace using the Teledyne LeCroy OakGate WorkloadIntelligenceTM 

Analytics application. 

Figure 2 highlights the unanticipated Latency Bursts vs Time. 

 

Figure 2 - Unanticipated High-Latency Burst Graph 

Background 

Figure 3 highlights the system configuration and trace statistics.  

 

 

 

 

 

 

Figure 3 – System Configuration and Trace Statistics 
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Investigation 

With the WorkloadIntelligence™ Analytics application a user can systematically analyze the burst 

anomaly within the hyperscale Data Center workload by: 

1. Importing the hyperscale Data Center workload into the Analytics application 

2. Identifying and isolating the I/O latency anomalies 

3. Creating a customized filtered “view” of the workload 

4. Zooming-in on the segment of the filtered workload view 

5. Synchronizing the zoom time-stamps for all performance graphs 

6. Comparing and examining the synchronized graphs 

7. Correlating the process IDs with key events 

8. Sharing the results with our customer 

For this analysis, the latency burst is isolated by zooming in on the burst section to create a new filtered 

workload view. Next, the standard graphs are synchronized to the latency burst time stamp. Several 

custom charts are created to uncover pertinent information regarding the actions of the application and 

system at the time of the latency bursts. 

Observations 

The following Analytics charts in this section highlight the unusual characteristics of the latency burst 

during the analysis. 

Figure 4 shows three separate side-by-side graphs: QDepth vs Time, PID Count QDepth vs Time and the 

original Latency vs Time, all synchronized to the latency burst timestamp. Key observations include a 

significant increase in queue depth and a four-times increase in the processes triggered at the time of 

the latency event. 

 

Figure 4 - Queue Depth and Process ID Count Graphs Correlated with Latency Time Stamp 



 

Analyzing Real-World Data Center Production Workloads 7 
 

Figure 5 shows two separate graphs, Read Latency vs Time and Discard Latency vs Time. The key 

observation was the large set of trim (discard) operations occurring at the time of the latency event. 

 

Figure 5 - Discards vs Time Correlated with Latency Graphs 

Figure 6 highlights IOP vs Time.  The key observation is a large decrease in I/O operations at the time of 

the latency event.  

 

Figure 6 - IOPs vs Time Graph 
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Figure 7 highlights the Latency vs CPU. Key observations are an inefficient use of the 56 cores available 

to the application. That is, about eight cores were fully loaded during the latency burst and only a single 

core serviced the trim in the same time period. 

 

Figure 7 – CPU vs Latency Graph 

Figure 8 highlights the I/O Size vs CPU. The key observation is that only a single core serviced the trim 

(discard) in the same time period. 

 

Figure 8 – I/O Size vs CPU 
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Figure 9 highlights the Process ID vs Time. This additional observation was not specifically related to the 

latency bursts, but highlights a “rogue” or unoptimized process being continually respawned.  

 

 

Figure 9 – Process ID vs Time 

Recommendations 

Given this analysis, recommended improvements include: 

1. Reviewing the Linux OS Kworker process settings that initiated the multi-second Trim 

2. Examining the additional processes that were kicked off by host at the time of the latency event 

3. Investigating the rogue or unoptimized process to determine whether it’s actually a rogue 

process or a process that could be doing more before being recycled 

4. Reviewing the CPU core allocation with the application team to understand whether the cores 

could have been allocated more efficiently 

5. Tuning the Application and Linux block layer to achieve better workload performance 
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Summary 

For Data Center operations, the performance modeling, workload analysis, and capacity planning are 

much more accurate when real-world I/O workloads are applied, compared to simulated ones. This is 

why real-world workloads are crucial in analyzing workload behavior to improve SSD products.  

Real-world workloads are becoming increasingly important to Data Center, storage and IT professionals 

because server and storage performance depends, in large part, on the I/O stream content of 

application workloads. 

WorkloadIntelligence™ Analytics provides deeper insight into what is actually happening at the storage 

layer than Data Center customers could get previously. Additionally, Analytics provides a “feedback” 

mechanism to help the application team improve overall performance and tune the Linux block layer to 

achieve better workload performance. 

WorkloadIntelligence™ Analytics provides the following benefits: 

• Shows key insights on how the Data Center or application platform performs 

• Allows the data venter to make more informed hardware and application decisions that directly 
affect their users and customers 

• Helps to deliver cost savings from better hardware utilization and process improvements 

• Helps to improve the customer experience through system performance improvements 

• Allows the Data Center staff to work directly with the SSD vendors to optimize their SSD 
hardware to help improve performance with the Data Center's storage workload 

 
For more information about Teledyne LeCroy OakGate and WorkloadIntelligence™ Analytics and Replay, 
please visit our website www.teledynelecroy.com/oakgate or contact us at 
marketing@oakgatetech.com.  

http://www.teledynelecroy.com/oakgate
mailto:marketing@oakgatetech.com

